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ABSTRACT

Gesture-Based Programming is a paradigm for programming robots by human demonstration in which the human demonstrator
directs the self-adaptation ofexutable softare. The goal is to pvide a more natural gimonment for the user as programmer

and to generate more complete and successful programs by focusasy epertsrather tharprogramming &perts We call

the paradigm Ogesture-basedO because we try to enable the system to capture, in readtéintertbehind the demonstra-

tor® Reeting, contg-dependent hand motions, contact conditions, Pnger posesyandrgptic utterances in order to recon-

Pgure itself. The system is self-adaptin the sense that kwtedge of preiously acquired skills (sensorimotaxpertise) is

retained by the system and this Wwhedge fcilitates the interpretation of the gestures during training and theidesdeed-

back control during run-time.

1. INTRODUCTION

The text-based programming paradigm religslasively on the gpertise of the human programmer and his or her ability to
learn from and remember past lessons on systegiatenent. Bgond on-line help bles, the applications themessland the
programming evironments thatdcilitate their creation acquire no kmedge of themsebs and carryager no useful knal-
edge from project to project oven within the deelopment of a single project. Thaerden of retaining thexpertise that results

from the creation of e applications or ne conbgurations ofxésting applicationsdlls entirely on the human programmer



The idea behind self-adapgi software is to empwer the system itself to participate in itsrodevelopment. If a softare
ervironment can retain a kadedge base of itsven capabilities and usefulness, it can assist the humastoger during re-
application or recon®guration and potentially perform autonomous adaptation. Wablkaldgree of Oself-determinationO
will certainly vary across applications and operatingimmments. Br example, the user intexfe to a consumer application
program may hee wide latitude for self-adaptation on an ongoing basis. A raaturing system, on the other hanauwd
likely have rigid constraints on the glieee of allevable self-adaptation anden on the periods during which self-adaptation is

enabled.

The focus of this paper is not the grand goal of self-agaptiftware, lut a smaller step teard it we call human-augmented
adaptation. W further limit our dbrts to the task of robot programming. In particulae are interested in the programming
paradigm itself and in ®nding altermatapproaches to programming that are more iméuftir human users. Our basic model
is human-to-human training, which isry intuitive to users. In this model, the trainee isv&cith the process, so, when applied
to the programming of robotic systems, it naturally leads to systems that are more pagioipikeir ovn development. In

this sense, human-augmented adaptation is an importantwtep tand a useful complement to, self-adagpsioftware.

This approach is bolstered by successfaheples of robots in the mamaturing sectofTwo of the most common industrial
applications are spray painting and spot welding. Both of these use natural programming methods such as Olead-through teack
ingO [Bdd 1986] (a primitie form of human demonstration) and point-teaching, reseégtihat are easily mastered by semi-
skilled workers because of their intwiiness. Lead-through teaching, in partigudlows aryone who can perform a &dO
task to program the robot to perform the same task simply by demonstrating it. (The same as in human-to-human training.) As
such, programming changes can be made wehctbr proactiely by atask epert not by calling in gorogramming &pert
Spray painting is unigue among the successful robotic applications becauseapplikations such as spot welding, valves
skill transferfrom the teacher (i.e., programmer) to the robot. Lead-through teachiridgsran intuitre mechanism for a task
expert to accomplish this. Unfortunatglyis limited to simple tasks the skill component of which is purely kinematically en-

coded.

Gesture-Based Programming (GBR)eages this approach to more comytbesks -- in particulatasks that wolve contact
with the enironment. It is a paradigm that igtates object-oriented controller design, sensorimotor pvierdind robotic skill

encapsulation, inconic sub-task speci®cation, and ititiman/computer interaction. This approachalthe rapid tasking



and re-tasking of comptesystems for meaningfutontact-intensivapplications requiring skill transferhe paradigmtdlds

on prior work in layered, multiprocessaeal-time operating systemwadopment, multi-agent control architectures, graphical
programming tools, human gesture interpretation, and rabstitictionby human demonstration (as opposed to programming
by human demonstration).aNWill summarize these foundationabsks and their results as well as describe dortsfto inte-

grate the complete system.

2. GESTURE-BASED PROGRAMMING OVERVIEW
GBP attempts to lerage the bene®ts of lead-through teaching, mentioned in the spray paimtideeabee, to a much

higher level. We want to enable taskperts in contact-inteng applications, such as assembbdyprogram robots by simply
demonstrating the tasks with which theerts are scaimiliar. This is intuitve for the teacher because demonstration@tb
by supervised practice is the modeefive method of skill transfer between humans thenesglRatrick 1992].

However, teaching by demonstration requires a 2shared ontology® -- commeviddyge about the @rld that is retained by
bothteacher and student. Among humans, this equates to a set of sipargehees that result in autonomous skills we use for
interacting with the wrld around us. @ demonstrate the assembly of a cagbor for example, it is not necessary to teach the
mating of planar suaces, the insertion of agéto a hole, or the tightening of a serd hese are basic skills humans acquire
during their day-to-dayxeriences and become part of the shared ontology between teacher and student. These shared skills,
even though we may implement them slightlyfgiéntly from person to person, are important in interpreting the demonstration
and must be retained by both parties. When programming robots by demonstration, it is also necessary to assume a set of pre
viously acquired skills thatxdibit some commonality between system and systemlolger This implies the system must not
only be programmed,ub it must learn from the process of being programmed.

To understand the paradigm, let us assumexiséeace of the requisite shared ontology basedl mfiori skills. A major
portion of this paper is dedicated &pkining hav that expertise database@ves hut, for nav, assume it is gen. The act of
programming bgins with a human performing the task. (lllustrated by the stick ®gure on the left of Figure 7. ptbsefv
the humarghand and ®ngertips is ackid through a sensorized géowith special tactile ®ngertips. The modularglsystem
senses hand pose, ®nger joint angles, and ®ngertip contact conditions. Objectsvirotimeestt are sensed with computer
vision and, though not described in this papecommercial speech recognition system cdiraet 2articulatory gestures® to

provide model-based data. (Gestures will be described)l®émitive gesture classes ardracted from the ra sensor infor-



mation and passed on to a gesture interpretatioronet@he agents in this netwk extract the demonstrater@ntentions® --
de®ned as the underlying skills that produced the motions of the demonstrator as opposed todbhkeabstons themseds
-- based upon the kntedge thg have previously stored in the systemékill library from prior demonstrations. ldka self-
aware human trainee, the system is able to generate an abstraction of the demonstrated task, mapped ekiitsiténoother
words, the system is not merely rememberiverghing the human doesytis trying to understand -- within its scope »f e
pertise -- the subtasks the human is performing (3gesturing®). These yeigapabilities in thexpertise database takhe form
of encapsulatedxpertise gents-- semi-autonomous agents that encode sensorimotor paménd la-level skills for later

execution. (Encapsulategertise agents are described in sections 4 and 5.)

The output of the GBP system is theeeutable program for performing the demonstrated task on tiet teardvare. This
program consists of a netwk of encapsulatedkpertise agents of wiavors: a primary set for acting and a secondary set for
monitoring. The primary agents implement the priveii required to perform the task and come from the pool of prawsiti
represented in thexpertise database. The secondary set of agents includgsfrthe same gesture recognition and interpre-
tation agents used to interpret the demonstration. These agents perform on-lingtiobseirthe human to allosupervised

practicing of the task for further adaptation. (Stick ®gure on the right of Figure 7.)

As mentioned abe, the human model for teaching by demonstration most oftetvas a practice phase. The reason for
this is that pasge obseration of a task rarely pvides accurate parametrization for the traisee@uced task 2model® (in this
case, the model is represented by the collection of primary encapsulageise agents) and sometimes the deduced model is
wrong (e.g. missing or incorrect encapsulatqubetise agents). Incorporating gesture recognition and interpretation agents into
the ecutable praides an intuitre way for the demonstrator -- or another user -- to direct the further adaptation of the program
without haring to demonstrate the entire taslkepagin. Because all our agents are implemented as autonomouarsafiad-
ules, these obseation agents can easily be disabled without recompiling the program. This might be done as a quality measure

to ensure consistent operation of the robot or it might be done as a security measventasabetaging the robot program.

In the real varld, it will not be possible to represent most useful tasks with oneorietyf encapsulatedkpertise agents.
Therefore, it is necessary tayseent the demonstration into a series of discrete subtasks (e.g. a grasping subtastk liglia
manipulation subtask). Each subtask will be embodied by aorletyg described albie. In this case, thexecutable program

will consist of a sequence of naivks rather than a single, static netiu



3. RELATED WORK: PROGRAMMING PARADIGMS

Numerous attempts i@ been made to ease the discomfort of robot programming aviting dgrees of success. Betar-
based [Brooks 1986] and multi-agent systemeqdldiridge and Jennings 1995] seek to modularize so&or easier program-
ming by programming >@erts. \fsual programming efronments lile Chimera/Onika [Steart, Schmitz and Khosla
1992][Gertz, Stwart and Khosla 1993] and commercial packages such as MatrixX/SystemBuigadtate Systems], Con-
trolShell [Real-Tme Innovations], and LabMw [National Instruments] capitalize on moduylescon®gurable sofare blocks
by iconifying them within 2softwre assembly® efronments. These visual\dronments allev programming at a much higher
level, hiding maw details of the particular implementation, and lessening tihdelh of programmingxpertise. Br corve-

nience, thg also preide point-and-click interaction during run-time.

A more recent approach to human/robot interaction is the ®lkdrafng by observatiofiKang and lleuchi, 1996],[Kiniy-
oshi, Inaba and Inoue 1994], [Kaiser and Dillmann, 1996]. By forcing the robot to elaskewnan interacting with theovid,
rather than forcing the human to interact wittedual representatiorof the robot interacting with theosld, a more natural,
aanthropocentric® evironment results. This approach is mucle ligad-through teaching and, acf, most of these systems are

kinematically-based and operaté-lifie; if the robot misinterprets the desired trajecttimg whole sequence must be re-taught.

4. SENSORIMOTOR PRIMITIVES

A sensorimotor primitie [Morronv and Khosla 1995] is an encapsulation of sensing and action which caddioramn-gn-
eral building blocks for task stragges. A primitive is not an autonomous agent which can intelligently iatenat appropriate
places in the taskpbrather a paerful and task-releant command. The goal is to pide a library of sensedriven commands
which efectively integrate sensors into a robot system for a particular class of tasks. In a subsequent section, we will discuss

encapsulating thexpertiseof a primitive within an autonomous agent which we will call an 2encapsulateettise agent°.

In previous sections, we used the term 2skill° loos&he hereby dierentiate between skills and primis. A skill is a pa-
rameterized, stand-alone, e solution to a speci®c task. A sensorimotor pumis a parameterized, domain-general com-
mand which intgrates sensing and action and can be applied ty sidlis within a task domain. The goal of sensorimotor
primitives is to capture important domain information or capabilities so thagtrekills can be quickly deloped. Therefore,

skills are generally composed of multiple sensorimotor prigsti



Primitives can be encapsulated as port automata. When implemented as independent periodic tasks under our Chimera real
time operating system [15], thacquire speci®c methods for real-time task managememiaNthese softare modules 2port-
based objects® [16]. Skills can then be encapsulated as tightly-coupled groups of port-based objects and eth graniti

skills populate the 3gertise database® for GBP

5. ADAPTING THE EXPERTISE DATABASE
From the @ervien description of GBP it should be clear that the nature ofxpertise database is critical to the domain of

application of the programming systenarexample, if the gpertise database only contained privgs for kinematic motion
of the manipulatgra system for lead-through teachinguld result. (As in the spray paintingaenple abwe.) This is a good
starting point because it is our goal to emulate the basic ideas andenest behind the success of lead-through teaching.
However, it is also our goal toxtend this success towemore comple domains. © accomplish this we must adapt thxger-
tise database to thewm@&omain and we empjawo distinct approaches for so doingpécit programming and learning.
5.1Adapting the Exper tise Database Thr ough Explicit Pr ogramming

Adapting the gpertise database can meaw things. It can either mean modifyingsing primitives to accommodate ame
domain or adding entirely meprimitives to the xisting set. V& focus on the latter because regprimarily interested inxe
tending into nes domains and capabilities. Modifyingisting primitives irvolves much subtler issues of deciding which prim-
itive to modify and when it needs modi®caticor. &ample, consider a robot that already has 2guardegfr(@pproach until
a force threshold is reached) and astraight-linev@fgrimitives in its repertoire. Suppose it then obsera demonstration in
which two parts approach each other obliquely and then slide across one ,amaih&ining a constant force threshold (as in
erasing a chalkboard). This has both similarities aridrdifices to the guarded wsoand straight-line nve primitves and can

be dealt with in three distinctays:

¥ ®rst, assume the obsation is a skill composed of some combination of the lwwer-level primi-
tives and attempt to interpret the conitibn of each ra primitive to the highetevel skill

then

¥ assume the obsextion is a ne primitive and record it as such
or

¥ assume the obsetion is a n& instance of one of theisting primitives and incrementally re-teach
the corresponding primite to include these meobserations



The ®rst approach is the identi®cation problem and doesabeimdapting thexpertise database. See [22] for a description
of our approach to the identi®cation problem. The second and third approachesadapting thexpertise databaseubin
approach three, hodoes one determine which primagito tune? Presumabi§we can identify the components it is not nec-
essary to tune theisting primitives. But if the identi®cation approadild, the nes obseration is not su®ciently similar to
either &isting primitive. These issues are still open areas of research and their solution will result in trareswtfxadapta-
tion. For the purposes of this paper on human-augmented adaptation, we will focus on the problem of acguringties

as identi®ed by the human.

Explicit programming isolves a human 2oracle® determining a v@et set of primities required for a particular application
domain and then coding those priméts by hand. This didrs from creating a monolithic application program only in the de-
composition of the task. Primitts are decomposed and instantiated as parametrizatdgdrcturally inariant code blocks
with broad utility within an application domaino Extend the capability of the system to the domain of connector insertion
tasks, seeral primitves were conceéd and coded in addition to the basic cartesian and joint-interpolatexiaommands.

These ne primitives (described in detail in [Momoand Khosla, 1995]) include:

rotational and linear dithers
a guarded me (move until contact is acquired)
a astick® move (move until contact is lost)

correlation (actie sensing that correlates actuator commands with seaisesy

These ne primitives h&ae been rapidly assembled to successfully complete a range of tasks within the domain of connector
insertions including BNC connectors andaaigty of diferent size D-connectors. The 2soétve assembly® [16] as performed

manually through the Skill Programming Ineé (SPI).

The SPI is a graphical einonment for simplifying the construction of robotic skills and their encapsulation into encapsulated
expertise agents. It assumes a set of sensorimotor pesis &ailable and preides a graphical method of assembling them
into agents as sk in Figure 10. Figure 10 is a screen dump of the SPI useraiceeahd depicts a graphical representation
of the BNC insertion skill. Each #lbble® represents an agent that consistswaraéprimitives. The con®guration of each agent
is shavn in Figure 1 along with the commands each produced duringpani@ental run of the robot system. Maromple

robotic skills hae been created using this approach including the connector insertion skills mentioreedsatg force and/
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FIGURE 1: VELOCITY COMMAND PLOTS FOR BNC INSERTION SKILL ANNOTATED WITH THE AGENTS (COLLECTIONS
OF SENSORIMOTOR PRIMITIVES) THAT PRODUCED THE COMMANDS

or vision feedback. The details of the skill implementations and their performance can be found iw [Ahariohosla 1995]

and [Morrav, Nelson and Khosla 1995].

The abee primitives xecute on the robot and become part of #pedise database.aVave also &plicitly coded a handful
of primitives for gesture recognition tasks in the domain of kinematic motion commands. Thesegsrihoithot directly con-
trol the robot and, therefore, are not part of its sensorimgpartise. Instead, tyeoperate to identify intentions of the human
during demonstrations and may operate in parallel to ®ne-tune operation during practice. Thesspnichitile recognition

of the following types of gestures:

straight-line motion gestures (grosswements of the hand)

turning in place motion gestures (gross re-orientations of the hand)

attenuating tactile gestures ((hudges® sensed through force/torque transducers opposing motion)
magnifying tactile gestures (®nudges® sensed through force/torque transducers enhancing motion)

contact tactile gestures (static contact sensed through force/torque transducers)
The interpretation of intention with respect to these types of gestures is application dependent and outside the scope of this

paper but is described in [23].d'summarize, sub-nebrks of primitives for parsing r& sensor streams into gesturadnas®



are grouped with primites for interpreting those gestures in cghteithin simpli®ed 2gestural senten@eEhe interpretation
primitives use internal fuzzy models to support or refyfmtheses on the demonstragaritention. These multi-agent inter-
pretation netwrks are based on the ®ne-grained tropism system eegguitihitecture [23][1] which selects actions based on
stochastic beliefs (in this caselilbfrom the fuzzy models). The result is used to help identify action pvasitir to parame-
trize correctie feedback during practiceofFexample, we hae used these primites to interpret pysical nudges on the robot

end efector to ®ne tune the trajectory [23].

5.2Adapting the Exper tise Database Thr ough Learning
The other approach to adapting tlxpertise database is through learningaifzgfor the purposes of this papee are con-

cerned with adaptation through the addition of privei not through modi®cation ofigting primitives. (Although, this learn-
ing paradigm can be applied to the lajtéve hare developed a technique callstiape fom motion primattial learning based
on eigenspace analysis, for human augmented adaptation of the systemal gpertise database. Closely related to a tech-
nigue in computer vision pimasi and Kanade, 1992], the techniguieaets the intrinsic relationships between sensor inputs
and actuator commands via principal components analysis. By demonstraérg seamples of a manipulation primitg
(fewer than ten), the human teaches the robotdowde the primitie on its an, adding a ng capability to its repertoire.
Learning is the result of identifying patterns of sensory input that are correlated to actuator output. The eigenspace captures
the principal componentegtors -- or dominant correlations -- of a dataset.applied this technique to an anthropomorphic
robot arm within the domain of simple force-based manipulations. Sense data includesl fesob/torque components and
the position information of the robot itselfolFour experiments there were no redundant groupseof gimilar and correlated
sense elements such as a visual retina (as in [Hancock and Thorpe, 1995]) or sonar ring (as in [Pierce, 1991]) as has been en
ployed in other eigenspace approaches. The only structure imposed at all on the learning process, isdittearggult learned
is dependent on what the robot is a#wl to obser. We use teleoperation of the robot to demonstrate each pemitiich
allows the robot to obsegvboth sensory inputs and the actuator outputs ofbertedemonstrator
The training data consists of a matrix of input/outpadters sampled periodically during teleoperation. The input/ougmdt v
tor is composed of the actuator commands concatenated to the sensor data. The measctfrthisrthe entire sequence
was subtracted out to normalize the dathues. N&t, the matrix vas batch-processed using singulalue decomposition to
extract the eigevectors and the Igestn eigervectors were selected using thegkst ratio of adjacent singulaalues as the

threshold fon. Underlying this heuristic threshold is the assumption that there is a group of signi®cant®ataysmwith high



correlation (lage singular &lues) and there'a lunch of uncorrelated noise with small singulalues. Examining the ratios of
adjacent, ordered singulaalues indicates thedding line between the groups.

After training, the learned eigeectors sere to implement the primite at runtime by reprojection ofwesense &ctors. The
orthogonal eigerectors de®ne a 2correlation space® between sensors and actuators. By projeciigsoe gctors onto this

space, actuator commands can Xteaeted. This projection is described mathematically as:

n '
e 0]
v = actuatorc¢a + é ((x Dsensor(a)) - sensor (e;))e;+
e : (4]
i=1

wherev is the actuator commaneator, x is the nev sensor ector a is the aerage ector determined during training, agd
is the set of learned eiggattors. Summarizing this equation, one sequentiallystaéifte dot product of the wesensor ector
and the sensor part of each amdrg eigenector The result of each dot product produces a seaterf that is applied to each
and eery eigerector which are summed across all scatgdrs. The 2actuator part® of the resultant sum plasaaye ector

is the actuator command.

5.3Guarded Move
As a ®rst demonstration, we attempted to learn a one-dimensional guakeeit the manipulation domain. Although this

is a firly trivial primitive that can easily be hand-coded, it is not quite &®ob hav to rokustly identify it during human
demonstration. This is the strength of angné¢ed approach l&kshape from motion primordial learning; it pides primitive
identi®cation and transformation (more on this later) as well as the basic learning of theeprimiti

To learn Zguard® -- a guarded mee along the z-axis -- we teleoperated a PUMA robot with a force/torque sensor (calibrated
with the shape from motion paradigm, incidentally), making it come in contact with the table and pressing on it with a speci®ed
force. W repeated this one-dimensional guardedarten times, logging data only during the guardegiennot during the
retraction phase when the grippeasnmaed avay from the sudce. Eleoperation input as preided by a 6-axis jstick and
operator feedbackas visual inspection of the task as well as a real-time graphical display of the force/torque components.

The input/output g&ctor from which the data matrix for trainingsvgenerated consisted of the useful data -- 6 measured force
components, the total force and torque magnitudes, and 6 commanded caglesitias/-- plus some irralant data -- 3 car-
tesian position elements and 9 cartesian orientation elements. Theamtalata s throvn in to demonstrate that we were

not implicitly supplying additional structure for the learning algorithm by limiting its obsiens.

10



The output of the training @ a primitve of one eigerector that performedery well when embedded by hand into a port-
based object. Figure 2 shis the measured force components as the guardesl primitve autonomously acquires a hard sur-
face. 20 N was the taget force threshold applied during training and this carebied by scaling the output portion of the e
tracted eigevector The primitive worked equialently in all trials performed gardless of rgion of workspace, orientation of
the end d&ctor, compliance of the swate, or gternal perturbations. Analysis of the meaning of the components of the eigen-
vector support this. The primig is looking at the-component of force as well as the total magnitude of the force, much as a

hand-coded damping controitavould do to accomplish the same task.

5.4Edge-to-Surface Alignment
The guarded mee is a @maee until force threshold® operation. Mement is anlicit part of the goal. Alignment opera-

tions, on the other hand, only w®in order to accommodate. Since mpliEit motion is part of the primitie, it is difdcult to
teleoperate. What wet'like to do is use the prieusly learned guarded me to bring the edge and sack together while we

teleoperate only the alignment prina@i This maks the training task much easier for the human.

Learning the $roll° alignment task -- alignment of an edge to aagfby accommodating rotationally around the y-axis --
was accomplished in the same manner agdhard primitive with the &ception thazguard was running during the training
phase. This complicates the eigector etraction because wepect thezguard eigervector to appear in the weset of trained

vectors. In order to learn a 2clean@rgion of theroll primitive, thezguard must ®rst be identi®ed and renenb from the set

FIGURE 2: AUTONOMOUS OPERATION OF THE
LEARNED, ONE-DIMENSIONAL GUARDED MOVE.
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of eigewvectors. This is possible as a direct result of our gggetor representation of primigis. The ectors corresponding to
primitives are unique in the sensor/actuator space so a simple test of parallelism (dot product) beteetenstbéa candidate
demonstration and thesgtors of all possible primites yields a similarity measure and mechanism for identi®cation. (The in-

terested reader isvited to consult [\@yles, Morrav, and Khosla, 1997] for additional detail.)

6. SYSTEM DEMONSTRATIONS
So far, our discussion has focused on the human-augmented adaptation)gdhise database itself. The nvation for

having this database of primits is to enable GBBo nev our attention turns ward the use of this database for such purposes.
GBP is naturally applied in the reabvid, but there are complementary bene®ts to applying GBP in the virbulal, &s well.

We nawv discuss tw variants of GBP for virtual demonstrations as well agsigal demonstrations.

6.1Virtual Demonstrations
Coupled closely with the SPI, and atiension of it, is the Ntual Skill Constructor (VSC). The VSC is a set of utilities that

integrates €leGrip, a commercial solid modeling application for robotickeells, Coriolis, a dynamic simulation package de-
veloped at CMU [Bar&fl995], and Chimera to pvale a virtual emironment for programming robotic skills by demonstration
(Figure 11). Solid models of prototypical parts used in a particular instantiation of a robotic skill are manipulated in the virtual
world displayed by &leGrip. Coriolis computes the dynamics to generate realistic forces of interaction to simulate a real robot
with real parts for the agents running in the Chimera real-timieomment. The human ®rst demonstrates the skill, taking the
place of the robot in the virtual ronment. A set of design agents obsarthe motions and suggests a prioritized list of sen-
sorimotor primitves from the xpertise database that may be appropriate for implementing the demonstrated subtasks of the
skill (Figure 12). The demonstrator appes a set of primities at each genent of the complete skill and the result is displayed
graphically using the SPI. When the skill is complete, appropriate encapsipégtise agents can be spwed on the real-
time system and the skilkecutes in the virtual @arld with Coriolis supplying the dynamics of both the parts and the simulated
robot. Finally the virtual emironment is replaced with a real robot and sensors and Yieéoged skill is tested without modi-
®cation.

The reason we are trying to combine both virtual demonstrations and real demonstrations is bechase difterent
strengths. The real eimonment is good fondracting detailed contact information during ®ne manipulation without putting the

operator in a force-feedback-dejail setting. (Brce refl3ection and tactile feedback in virtualiemments are still in their in-
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fangy.) The virtual emironment requires no calibration and can be used quickly for training or re-trainingistthgeparts. It
also requires placement of thewint for proper interaction which prigles information for visual seping primitives that

are difdcult to &tract from the real demonstrations.

6.2Physical Demonstration
We hare implemented tav different types of demonstrations in the/pical realm. First is arnxplicit approach which is more

closely related to robotinstructionby demonstration as opposedotogramming It is not programming because theeut-
able is eplicitly programmed in acdance; the demonstrator just pides command instructions. The second system actually

develops programs for simple contact-based tasks pgigdl demonstration.

6.2.1 Explicit Ph ysical Demonstrations
Using tactile and motion gesture recognition agents and kinermatiot®n agents, we deloped a system for wire harness

routing which vas reported in [dyles and Khosla 1995b]. The range of tactile gestures we were able to interpret for this im-
plementation \&s quite limited due to thevoresolution sensors we were using. (Seayl&s, Fedder and Khosla 1996] for
novel sensor deslopment.) Br wire harness routing, the applicationdtves pulling a wire through a bed ofgsesuch that
groups of wires trace dédrent paths through thegee Conceptuallythe wires run straight through the harnagdive different

apick-off® points to connect toarious sensors and actuators along the length of the wiring harness.

To demonstrate the task, the user dons a CybeeGiith special pressure-sengtitips (to detect grasping the wire) and
physically demonstrates the path for each wire group by pulling a wire through the jig. A multi-agekreftgesture rec-
ognizers and interpreters deciphers the demonstration. The roboxdoeites the paths when instructed by symbolic user ges-

tures in menudshion.

6.2.2 Automatic Ph ysical Demonstrations
Explicit physical demonstration is not GBP because the task is programpréati. GBP requires automatic generation of

task programs, which is what we describe here. Inxtample bela, a human demonstrates avkolerance pg-in-hole task

in Figure 3. First, the hole is grasped, transported, and placed on the table. Thenishgrgsped, transported, and inserted
into the hole. In both cases of placing the hole and thegpguarded me is used. In édct, the hole is pressed onto the table

(as opposed to being dropped) and theip@ressed into the hole. Contact force is used as the terminating condition rather than

reaching a location in space.
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FIGURE 3: DEMONSTRATION OF THE LOW-TOLERANCE PEG-IN-HOLE TASK.

(a) start (b) preshape & via (c) grasp
(d) via point (e) guarded move (f) ungrasp
(9) preshape & via (h) grasp (i) via point
(j) guarded move (k) ungrasp (1) via point

To abstract the task a multi-agent nethy based on the ®ne-grained tropism system cegratichitecture (&yles et al

1997), interprets the demonstrasotintention® during the arious task phases.
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Figure 4 illustrates some of the data from the abstraction process during three cmnsgleontinstrations of this task. The

FIGURE 4: IDENTIFICATION OF GUARDED MOVES IN THREE SEPARATE, CONSECUTIVE TASK
DEMONSTRATIONS
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top plot is thresholded, binarized output of tkiiasic tactile sensor indicating the presence/absence of an object in the hand.
The neat plot shavs the actual force of the grasp from the intrinsic tactile sebese agents aid thelume sweep rate agent
[Kang and lleuchi, 1996] in temporally genenting the gross phases of the task. Thepiet shavs the \ertical component of

the force ector from the intrinsic tactile sensdihis plot, along with the bottom plot which s¥the ‘ertical height of the

hand are included only to help visually pinpoint when the guardegsrare being demonstrated (ground truth). The fourth
plot from the top indicates the output of a gesture interpretation agent that identi®es the presengaarfitjaarded mee

primitive described in Sectidh3.
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Note the 2blips® in the data around the time equal to 100 seconds. These resultedrizaoernas motion to untwist some
wires around the demonstratowrist and were appropriately rejected by tbleimne sweep rate agent and tactile agents as not

being recognizable pgeasp and manipulation phases of the task.

The program that resulted from theypital demonstration is displayed in Figure 5 as a ®nite state machine using the SPI.

Each lubble in the state machine represents a node that consisteia sgentsxecuting simultaneously to ackethe de-
FIGURE 5: SPI GRAPHICAL DISPLAY OF PROGRAM RESULTING FROM PEG-IN-HOLE DEMONSTRATION.
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sired action. The autonomouseeution of the abee program on a PUMA robot with a Utah/MIT hand iswshan Figure 6.

7. DISCUSSION

We have presented our concept for a gesture-based programming system for robotic applications as well as portrayals of the
work we ha&e completed on indidual components of that system. By enyalg human-augmented sofiwe adaptation,
which emplys the complementary strengths of both man and machine, the progrelopdeent systemvelves along with
applications to pnade a more pwerful and more intuitie ervironment as time goes on. This is the GBP paradigm, which is a

valuable step tward fully self-adaptie software.
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FIGURE 6: ROBOTIC EXECUTION OF THE LOW-TOLERANCE PEG-IN-HOLE TASK.

(a) start (b) preshape & via (c) grasp
(d) via point (e) guarded move (f) ungrasp
(9) preshape & via (h) grasp (i) via point
(j) guarded move (k) ungrasp (1) via point

Speci®callythe softvare is adapted by the acquisition of sensorimotor priesitthat preide tageted functionality for
achieving task objecties. Once acquired, these primé reside in a kwdedge base and become part of thestipment en-
vironment, golving the dgelopment evironment wer time. V. have demonstrated primie acquisition bylicit program-

ming and by learning. In the case of learning, priraitdenti®ers are automatically generated that can help identify subsequent

17



instances of the primites during human demonstrations of other tasksh#é also demonstrated the recomposition of these
primitives both gplicitly and automatically by human demonstration to complete meaningful, though simpli®ed, operations.

In a nutshell, gesture-based programming attempts ¢caiddantage of the wealth of humaxperience we all gn through
our day-to-day pysical interactions to specify compléasks rather than relying on translations #d.te a loose sense, ges-
turing involves @acting out® a scenario so the safterand the system can adapt itself to emulate it. But, because gestures are
not necessarilyxlicit representations of actions, yhean also be used on-line to tune the rabattions and impxe its per-
formance as itxeecutes the task after initial teaching. Therefore, gestures can augment both the programming and the command-
ing of the system.

However, there is still much theoretical and practicalrkwto be done to enable the system to be useful for cartgsks in
real-world ervironments. One of the biggest unsadvproblems with skill-based paradigms in general is being able to predict
what tasks are spanned by eegi set of primities. Likewise, the inerse problem of predicting what set of prines is neces-
sary to accomplish a range of tasks is uremhl¥-urthermore, the idea of demonstration fedld by supervised practice requires
the automatic construction of monitoring agents in conjunction with the learnirg@ft®n agents. This, too, is an unsalv
problem. Finallythere is much practicalosk in learning more complicated and non-linear privegi Brtunately the adapta-

tion of highly non-linear systems to linear representations is something with which engiveesisgheat deal ofkgerience.
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FIGURE 10: SPI FINITE STATE MACHINE EDITOR BUILDING A BNC CONNECTOR
INSERTION SKILL
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FIGURE 11: TELEGRIP WINDOW OF VIRTUAL
SKILL DEMONSTRATION ENVIRONMENT WITH D-
CONNECTOR

FIGURE 12: SENSORIMOTOR PRIMITIVE SELECTION DURING ONE STEP IN
THE VIRTUAL DEMONSTRATION OF A D-SHELL CONNECTOR INSERTION
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