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Abstract

This paper ¥plores Gesture-Based Programming as a paradigm for programming robotic agents. Gesture-Based Programming
is a form of programming by human demonstration that focusesvh®gment of robotic systems task epertsrather than
programming &perts The technique relies on theistence of preiously acquired robotic skills (called Osensorimotor primi-
tivesO) which are intended to be the roboticvatgrit of that which humans acquire throughrgday plysical interactions.

The interpretation of the humand@monstration and subsequent matching to robotic pramis a qualitate problem that we

approach with a community of skilled agents. A simple manipealatisk is programmed to demonstrate the system.

1. INTRODUCTION

Historically, machine loading, welding and spray painting have claimed the largest installed bases of robots in the manufactur-
ing sector. While applications such as assembly and deburring have been gaining favor, they still donOt come close to the pro
portionate use of the former application areas, even within narrow specializations. In these more complex domains, there are

still important issues of suitability; both of the robot itself and of the development of the application.

Industrial robots are inherently position-controllegtides and are well-suited to position-based applications such as machine
loading, welding and spray painting. Rebng and assemhlyn the other hand, are contact inteasind not well-suited to

position-based control schemes in which small errors in position cagsefdaces to bexerted. But there is anothenore



subtle suitability issue: skill transfdbelurring and assembly require some nowidtilevel of skill. While the skill lgel re-
quired can be minimized with eler Pxtures and toolspmelevel of skilled eecution is required. Because OskillO isailt
to quantify it is also diPcult to transfer and, hence, ¢égxthe deeclopment of the application. In general, the more skill transfer

involved, the less suited the application is to the traditiom&bt@sed deslopment paradigm.

So, wly hare machine loading, welding and spray painting become popular robotic applications? One reason, we claim, is
the relatve ease with which the applications argadeped. Spot welding and machine loading, in particuéguire no real
skill transfer and are generally OprogrammedO by teaching a series of points. These points can be taught and re-taught by sen
skilled workers on thedctory Roor fask &pert9 in response to changing conditions, rather than bgldpment engineers
(programming &pert9. Although much tet-based programming may be required in installing and setting up the application,
the Pne-tuning and re-programming uses a completdsratit and more natural paradigm, which strongly comte#to the

popularity of these applications.

Spray painting is diérent because a certaingdee of skill is required to do a good jdihe amount of eerspray at the ends
of a pass, the deee of werlap between passes, and proper attention to contours all impact Pnish Gualtigress this, spray
painting applications empjaa different programming paradigm calllehd-thiough teabing (Todd, 1986). Egn more natural
for humans than point teaching, lead-through teachingsiédohuman taskxpert, with no traditional programminggertise,

to program the trajectories by actually painting a sample panel.

Lead-through teaching is a primigi form ofprogramming by human demoreion that includes the requisite skill transfer
for appropriately simple tasks. In the case of spray painting, the skilV@d is encoded entirely by the kinematics of motion
and, hence, is transferred via lead-through teaching. This is not true for skills in general. The types of skills that humans acquire
in their daily interaction with the evld are mainly contact-based: mating agds, turning a hinge, or inserting a sgrior
example. Still, we ague that programming by demonstration is the most natural paradigm for human programmers because
training by demonstration and practice is the most often used method between hwamenks {892). If we assume the robot
already possesses the underlying skills required -- as we assume when training another human -- programming by demonstra:

tion becomes a task of identifying the component skills in a task and appropriately parametrizing those identibed skills.

We call our approach to programming by human demonstration OGesture-Based Programming@y&&R)007). W

assume a set of robotic skills (which we sahsorimotoprimitives(Morrow and Khosla 1995)) that approximate the set of



primitives that a human uses to perform a task from the particular application domain. The demonstration consists of a series
of 2gestures® that only qualitatly hint at the underlying primites. The job of the GBP system is to interpret these quaditati
gestures and map them onto tlkeautable primities the robot already 2ka®° Because this cannot be modeled analytically

we emply a community of intelligent agents to interpret the demonstration.

2. PRIOR WORK
This approach leverages the work of Kang and Ikeuchi on robot instruction by human demonstration (Kang and Ikeuchi, 1996)

but is distinct from it in several ways. Their work was not skill-based and the output of their system was not an executable pro-
gram. Instead, they generated kinematic trajectories that the robot followed open-loop. Also, they employed a monolithic rather

than a multi-agent approach to interpret the demonstration.

There are more similarities with 2Learning byatthing® (Kuniyoshi et al, 1994). Tlyeattempted greater abstraction of the
task being learnedub still focused on kinematic relationships of the objects in the scene (including the demos $tsatoy.

Much of their vork was on real-time visual detection and tracking ofuaié blobs in image sequences.

Kaiser and Dillman (1996) loekl speci®cally aké&racting contact-based skills from human demonstration, paying particular
attention to the inconsistepnof human performance. This demands the ability to incrementally re-train and to préectiveef
actions from the training set. Thased radial basis function netrks to represent their skills, which do ndeofa uni®ed ap-

proach for acquisition and identi®cation.

The idea of primitie-based control applied to the Utah/MIT haraswioneered by Speeter (Speet®©1). He deeloped
a more dierse set of primities than we present here that included a utility to combine and modify pelniti create task-
speci®c actions. Ma@ver, his primitives were purely kinematically-based and emgtbno sensor feedback soyttoannot be

considered @sensorimotor prinvés®.

3. INTELLIGENT AGENTS
Wooldridge and Jennings (1995) de®ne 2agents®animys. Their ®rst notion of aggnis a dBweak® de®nition with which

few disagree. It speci®es that an agent must possess the propetiesomysocial ability reactivity and proactivenesas

necessary attrilies. Unfortunatelythis weak notion barely dérentiates an agent from a subroutine. Their @strong® de®nition



adds to these thmentalisticnotions ofknowledg, belief intention etc. Their egument is that it is appropriate to ascribe men-

talistic notions to an arti®cial agent when these notions help us understandvitsrbeha

We subscribe to this stronger notion of agents, and add that @i thiehasior and the ability to inBuence agents other
than its evn parent are necessary atiitiss, as well. Furthermore, because we feel the term 2agent® becomes a meaningless wild
card in the absence of a de®nition, we will present thewaésilve feel are important and relate them to tbeltvidge and

Jennings de®nition.

Input/output r elationship. Agents must do something within theioid, whether that wrld is real or simulated. Thenust

also be respong to that verld or, at least parametrizable. Our model of port-based objectsqS@nd Khosla, 1996) alls
agents to possess both ginput/output ports® and @resource®gopst/output ports are consideredriable during run-time,
while resource ports are considerediable only during initialization. In either case the ports are inputs and outputs to which
the agent responds offexdts its vorld. The ley difference is the dynamism during run-time. This is similar to the combination

of reactvity and social ability as de®ned by#wldridge and Jennings.

Autonomy. Agents must be able to function on theiro It is not necessary that thbe able to fully achie their goals on
their ovn nor must thg be able to surve on their n. Instead, teams of agents may be needed for certain taskach agent
must h&e some leel of autonomy in processing its inputs and outputs. This is slighfrefift than that of \@bldridge and

Jennings, see belo

PersistenceThere is a need to distinguish a subroutine from a child process. Based ornvéhenabecan not rule out a subrou-

tine as an agent because it cameh@esource ports (@uments and returralue) and input/output ports and is autonomous for
the duration of the call. Of course, a subroutine is wholly dependent on thexeritien thread so, at best, it can be considered
apiecavise autonomousgent Yet, persistence is thekidea that diierentiates a child process from a subroutine. Our com-

bination of autonomy and persistence is similar tmldfidge and Jennings' de®nition of autonomy

Non-parental inBuence.To be truly independent, an agent must be able to inBuence agents other than its parent. This helps
distinguish leels of decompositionut does notxclude hierarchies in which a collection of agents can be considered an agent

in its awn right. This property also requires that thgimmment be considered an agent.



Cognitive behavior. Cognitive behsior, or, perhaps more appropriataipnlinear behavigris the most contkersial property
because it seems to be the most arbitfdopetheless, we feel a needxclade such txiial things as parametrizable constants.
In essence, agents shouidhibit some non-triial behaior, but, we acknwledge we are unable to quantify or de®ne 2nan-tri

ial° at this time.

4. AGENTS FOR GESTURE INTERPRETATION
Why use an agent-based architecture for GBP? The answer liemidritige and Jennings'gument that it is reasonable

to ascribe mentalistic notions when it enhances understanding. Programming languages are deterministic and can be interprete:
algorithmically so it does not enhance our understanding to ascribe mentalistic notions to their compilation. Furthermore, it is
important to transcribe the input from the programmer with perfect agc@ache other hand, a humarctions are unre-
peatable, erreprone, and unique to the indlual. In programming contact tasks by human demonstration, we genenadly do
want to repeat the programmeeihput with perfect accurgcinstead, we ant to interpret the humanintentionfrom noisy
obsenations of noisy actions. This is inherently a qualiatiask requiring qualitate or heuristic-based solutions. Our ap-
proach is to embody axiety of diferent qualitatie and heuristic solutions (or parts of solutions) within agents and let them
decide if thg are relgant or not.

This rationale has focusegatusively on the interpretation side of the problem. Another agent-based aspect of our approach
is on the gecution side. Because GBP assumes a decomposed set of sensorimoteeprmmithich map sensing to action --
it is natural to instantiate thixecutable gpertise as a set of agents. ¥lage autonomous; thidave input/output relationships;
and the're socially reactie. Plus, the can be recomposed easily and@mious con®gurations.

But the focus of this section is the agent architecture for understanding the demonstration of the task, which we call gesture
interpretation, not on the agent architecture faceation (which is similar in mgrways). Gestures, within the scope of this
work, are de®ned as @imprecise actionssents that corey the intentions of the gestuféWhile this is a broad de®nition that
encompasses mymestural modalities, we are interested in a small subset of four manual and articulatory gestures for GBP
These includsymbolic g@stues such as the pre-shape of a hand before a gredimn g@stues such as the path @k in trans-
porting an objectactile gestues such as ®ngertip contact force, artetulatory gestues which are utterances such as 2oops!’
when an error is made or geometric model-based information such as étligdermn? (This is an application of ard spot-

ting, which we wan't discuss in this pap&iOther gestural modesist hut this is the subset we consider for our GBP system.



Because gestures are imprecigerngs, thg are contet dependent; in isolation theorvey little information. Yet, when com-
bined with the state of the system and thérenment at the time the gesture occurred, perhaps augmented with some past his-
tory of gestures, the intention becomes interpretable. @&hpdint is the interpretation of non-symbolic gesturesttgps ver

a series of gestures rather than instantanedssty (\dyles et al, 1997a) for more information andueples.

The architecture we use is ariant of the Topism System Cognité Architecture (TSCA) (Agh and Be&y, 1996) called
the Fine-Grained TSCA that is described iny(eés et al, 1997a). In the TSCA thend is sensed by an agent (e.ga#hgrer
or a predator) and the sense information is matched to thesalijeeg'and disliks (see Figure 1). The set of all matches sug-
gests a set of corresponding possible actions with a probability for taking each amtie@niple, sensing the presence of a
predator may suggest the actions @ ee® and #freeze® with equal probaS#ihsing a predator approaching may suggest 2 ee®
with much greater probability than 2freezBrom the suggested set of actions, the agent then probabilistically selects a partic-

ular action to ta&

The Fine-Grained TSCA avks on the same principleitrather than assuming each agent is a rather crpmpidti-modal
entity with multiple goals (such as atberer that can search for food andid predators), it assumes each agent is a simple
software entity with oneery narrav goal: to pree or disproe a lypothesis. From arxeernal perspeocte, each agent can only
prove or dispree a typothesis rgarding the interpretation of a gesture. From the ag@et'spectie, havever, it has a number
of actions to ta that either increase or decrease its con®dence in ityypothédsis. Compieaty results from combinations of

mary of these simple agents.

In the nomenclature of TSCA, there are entitiesshich are instances of gestures and their associatedsstistéhe contet
in which the occurred. The tuple2( s) becomes a 2gesturalond® in our parlance, i becauss consists of continuousavi-
ables (stateariables of the edironment), it must be classi®ed into fuzzy sets to create discrete tropism elements that can be
matched. Because the ®ne-grained TSCA limits each agent to the single goal of con®rming or refypiihésihoer a
series of inputs (a 2gestural sentehaepur parlance), the actions, involve only increases or decreases in the ageonh®-
dence in its Wpothesis. Hence, actions become scalar functions that ayesiteie @er time. Agh and Be&y (1996) represent

a tropism element as:
(& sk a(s), b

wheresgis the fuzzy set to which belongsa(s) is a scalar function proportional to membership valuet énthe preference



the agent has to take this actibnoperation, there is a high degree of variability in the gestural words generated by the operator
so the interpretation of a gesture is a random variable sampled many times. As a(s¢s@presents a probabilistic distribu-
tion when considered over several samples (a gestural sentence) st teelsefithout loss of consistency to the TSCA for-

mulation of Agah and Bekey:

(& sk as), 1)
Each agent has a set of these tropism elements which associate gestures and Hieirittogteater proof or disproof of

their respectie hypothesis. This is illustrated diagrammatically in Figure 2. In the illustration 2GRA® stands for Gesture Rec-
ognition Agent and 2GIA®° stands for Gesture Interpretation Agent. Thoel&%of traditional TSCA consists of a demonstrator
and the objects with which she interacts during a task demonstration. The @R&rm the sensing function of the standard
TSCA and may read real sensors directly or abstract sensor information to create virtual sensors. In either casesdhe GIA
sume the gesturalamds spotted by the GRand lnild an interpretation by matching them to theindropism set. The actions
of a given entity are the increasing or decreasing of its internal con®dence. But a ®meta-actien’hasakl on a community
of agents throughoting. In a nutshell, cognition is the result of matching olzems of the wrld with tropisms-- the likes
and disliles of the agentsyolved.
4.1Gesture Recognition Ag ents

Because gestures are cotidependent, state information must be associated with each gesture. This state information is gen-
erally application speci®c.&\mnodularize the gesture recognition agents by separating the application-speci®c state speci®ca-

tion agent from the v gesture agent.

Gesture recognition is handled by widual GRAs for each gestural mode. Each recognition agent is made upsflior-
dinate agents, one general, one domain-speci®c. The general agent is the 2gesture agent® of Figure 3. It recognizes the instanc
of a gesture and the type of gesture within the gesture class (mode). The domain speci®c agent (the 2state agent®) grabs th

relevant state information associated with the gesture type foritea gomain and appends it to the type speci®er

We hare implemented GRASs for gmenting CyberGlee data into symbolic gestures, Polhemus data into hand motion ges-
tures, and ®ngertip force sensamy(¥s et al, 1996) data into tactile gestures. Asamgle, consider the recognition of tactile
gestures. Recognition of an instance of a gesture with the intrinsic (net force) ®ngertip sensor module consists simply of com-
paring the force magnitude to a threshold. If the magnitudeeels the threshold, the gesture agent recognizes it as an instance

of a tactile gesture and uses the direction of the forcevelatithe sensor to determine its type (pinch, anti-pinch, or nudge).



The state agent appends application-speci®c information which, for the types of manipulation tasks we attempted, included time
histories of the force components and motion of the wrist for nudges and instantaalaesf the same for pinches.Wo

this information is used is described in the faiflog section.

4.2Gesture Interpretation Ag ents
The Gesture Interpretation Agents are task speci®c and must be described within xhefcapiarticular application. The

authors are interested in GBP for simple manipulation tasks (with the hagemdiag to more compteassembly tasks in the
future) and in the pr@ous section xxamples of GR/A for pinch gestures were described. Thaingple is continued here by
providing an illustration of tropism elements for a pinch-gesture interpreter

An agent vas constructed for the purpose of determining if the demonstrator is in the process of grasping an object. Its tropism
set includes a tropism element that associatega lacrease in con®dence of a grasp with a pinch gesture that occurred while
the wrist vas almost stationary; in otheowds, it likes that type of obseation. It also included an element that distilay
anti-pinch gesture (force direction opposite to that of pinching). Another element slightlgslslitudge (force impulse) be-
cause it assumes the human is placing an object and, therefore, is about to ungrasp. These are essentially the fuzzy rules th:
drive the behaor of the pinch GIA.

The recognition and interpretation of pinch gestures are ratviaf,thut sere to illustrate the concept. More complater-

pretations of other gestures are determined using the same methods.

5. DEMONSTRATIONS OF A PEG-IN-HOLE TASK

To illustrate the intended use of the system, we programmed a low-tolerance peg-in-hole task by demonstration. In fact, the peg
is in the shape of a truncated cone, providing a long and forgiving chamfer with large initial clearance. As a result, the task
reduces to a combination of kinematic motions and force accommodation. The set of primitives includes straight-line motion
(robot only), guarded moves in several axes, joint-interpolated motion (robot and hand) and force-controlled gripping. For ad-
equate sensing during the demonstration, the demonstrator must wear a CyberGlove and Polhemus with special force-sensing
fingertips to observe the tactile, symbolic, and motion gestures. A simplified diagram of the agent network is shown in Figure
4, drawn in a manner consistent with Figure 2.

The @world® consists of the demonstrator and the task. The 2touch® gesture recognizer looks for signals from the array tactile

sensor that are consistent with grasping an object. This gesture is parametrized based gratkd fioree of the grasp. lak



wise, aforce® preoides grasp gestures as described in SedtibnMore importantlythe force® recognizer also passes on in-
teresting signatures from the ®ngertip intrinsic force sensor for interpretation of manipulationgsirhie 2hand motion®
recognizers look for approximately straight-line motions and also gross sweeping motions, thiadllylume sweep rate®
(Kang and llkeuchi 1996) is a measure of tt@ume the ®ngertips are tracing out in space and is useful in ®nding breakpoints

in natural motions of a humanhand.

The gesture recognition agents affeaively preprocessors of the sensor datayTtess their information on to the gesture
interpretation agents that understand more about the robotic system and potential tasks. Some of the GIAs contain eigenspac
encodings of indiidual primitives that hae been pnégously taught to the robot usirsipape fom motion primatial learning
(The learning process is described inyés et al, 1997b).) These interpretation agents are more algorithmic than athers, b
still ®t the ®ne-grained TSCA. Rather than consisting of heuristic rules that model theebadpaior, primitive-based tropism
sets consist of a group of eigewtors that represent the acquired prieitiThese are matched using the dot product as a mea-
sure of parallelism. The tropisms for these agentsive the dgree of parallelism that is likable. 2Guard M8 represents the

guarded mee primitive while 2Rotate X° represents a similar primdithat accommodates torques around the x-axis.

Finally, the 2traj° agenteracts trajectory ggments from the hand motion gestures to ®Il in via points naturally selected by
the humars motion. All agents makuse of theslume sweep rate gestures as a cue for the particular phase of action: pre-grasp,

grasp, or manipulation (Kang ancelkchi, 1996).

The GBP system is stvm during the demonstration phase of\a-tolerance pg-in-hole insertion in Figure 5. First, the hole
is grasped, transported, and placed on the table. Thenghe gesped, transported, and inserted into the hole. In both cases
of placing the hole and thegyea guarded me is used. In &ct, the hole is pressed onto the table (as opposed to being dropped)
and the pg is pressed into the hole. Contact force is used as the terminating condition rather than reaching a location in space
as in preious systems (Kang, 1994). This more closely matches what humans actually do and results in gretessdb

uncertainties in the @itonment.

To abstract the task, a multi-agent natky based on the ®ne-grained tropism system cegitchitecture represented in
Figure 4, interprets the demonstrasdintention® during the arious task phases. (Although the agents are designrelciote

in real time, in &ct, some of the task abstraction processiag merformed éline for this implementation.)



The program that results is displayed in Figure 6 as a ®nite state machine (FSM) usings\BkitoProgramming Inteaice
(SPI) (Morrav, 1997). This is an important step in thevelepment gcle because it prides a visual check of the systam’
interpretation of the demonstration. The output of the multi-agenbonet®a automatically post-processed and formatted for
display by the SPI. The user can quickly determine if the program 2looks correct® before agg@lting it on the robot. Each
bubble in the FSM represents a node that consistwvefaegentsxecuting in parallel to achie the desired action. The SPI
provides an intedce to inspect the internals of eaciblble if the user suspects a problem with the program or desires more

information.

The autonomousxecution of the abee program on a PUMA robot with a Utah/MIT hand isvehan Figure 7.

6. DISCUSSION

Demonstration is a natural and intuitive method for human-to-human training of manipulative tasks and currently enjoys a few
niches of success in human-to-robot training. We feel it is appropriate to extend this training paradigm to programming robots
for contact-intensive tasks. We have argued for and briefly outlined a skill-based approach that assumes an existing set of 2sen-
sorimotor primitives® that defines both a domain of application and a domain of understanding. The domain of application is
the range of tasks that is achievable given the primitives while the domain of understanding is the range of tasks that is readily

interpretable given the primitives.

The programming of a metask is done by demonstration of that task in real time. No special actions or additional time is
required of the demonstrator other than that incurred as the result of wearingrailianglose and ®ngertip eerings. (The
current generation of tactile sensors does signi®cantly impact maxtggltgeas epected.) Although we lva performed no
trials with nave users, the seral trials we hee performed hae been completely successful about 70% of the time. (Detailed
statistical trials hee not been westicated.) Errors are generally caused by unstable grasps ofgthy pfee robot which intro-
duces error into the initial positioning of thegder the insertion. A separate project igdsticating the inclusion of visual align-

ment of the pg and hole into the GBP paradigm.

One would like the domain of understanding to be gqglgént to the domain of applicationytbwe hae not yet bgun to in-
vestigate the implications of this. It remainsry much an open research problem to de®ne what the domains of application and

understanding aregn a set of primities. It is @en harder to de®ne a set of prives su®cient for a gien domain.
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The domain of application of the set of priméts we hae implemented for the gen-hole demonstration is quite small and
does not approach that require@e for a fev simple tasks in a real mamgturing emironment. The set &s also selected most-
ly ad hoc We hare elsavhere described learning approachesxtoaet the primitves automatically (dles et al, 1997b) and
successfully empiged them in this wrk, but considerable foresight is still required on the part of the demonstrator

Despite these obstacles, we remainvaared of the usefulness of the paradigm for mactwfriing emironments. V@ suc-
cessfully applied GBP to a contact-based task (though, perhaps, not ouatesive. It is certainly more intuitie for the pro-

grammer and the success rate for the interpretatisnacceptably high for a prototype system.
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FIGURE 4: GBP NETWORK FOR SIMPLE
MANIPULATION TASKS.
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(a) start (b) preshape & via (c) grasp

(d) via point (e) guarded move (f) ungrasp
(9) preshape & via (h) grasp (i) via point
() guarded move (k) ungrasp () via point

FIGURE 5: DEMONSTRATION OF THE LOW-TOLERANCE PEG-IN-HOLE TASK.
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initHand1 Move2

destroy Preshapg&Movel

initHgnd2 uUngrpsp2

Preshapg&Move?2 ViaMpve3

GuardedMovel ViaMove2

FIGURE 6: SPI GRAPHICAL DISPLAY OF PROGRAM RESULTING FROM PEG-IN-HOLE DEMONSTRATION.
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(a) start (b) preshape & via (c) grasp

(d) via point (e) guarded move (f) ungrasp
(9) preshape & via (h) grasp (i) via point
() guarded move (k) ungrasp () via point

FIGURE 7: ROBOTIC EXECUTION OF THE LOW-TOLERANCE PEG-IN-HOLE TASK.
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